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10 Sins of Enterprise Backup and Recovery
Every IT professional understands that regular and verified backups of data
are a standard best practice. Nearly all enterprises have increasingly costly
backup systems in place. And yet, enterprises regularly encounter data loss
events that cannot be effectively recovered.
You have almost certainly experienced this firsthand. How many
of the following common challenges have your organization
encountered?

1

Self-service interface and process for file recovery from a cloud service was too complex for
most users

2

Unavailability of IT staff required for recovery and/or restoration

3

Delayed recovery process due to backup tapes or external hard disks being stored offsite

4

Impaired connectivity hampering recovery of a file from the cloud

5

Granular file recovery was unavailable—multiple files and applications or an entire snapshot had
to be restored to recover a small number of critical files

6

Human error in proper formatting of the backup medium or overwriting backup data

7

Accidental deletion of a file or the creation of a software bug

8

Damaged target media, including tape and disk, which requires a costly and time-consuming
data recovery service

9

Corrupted backup data

10 Recovery Time Objectives (RTO) or Recovery Point Objectives (RPO) could not be achieved
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The high costs of ineffective data recovery
Enterprises are under increasing pressure to meet higher
data security standards. Depending on your company’s
industry, it may face a myriad of government regulations
or professional standards that it must adhere to when
handling certain kinds of data. Even if it is not operating
under formal compliance regulations, customers and
the general public expect companies to manage data
securely and will punish those that suffer lapses.

In a modern enterprise, where the high availability of data and
applications is a critical requirement for daily business operations,
the inability to recover data is a disaster waiting to happen.
Data loss dramatically reduces workers’ productivity and can
quickly affect a company’s bottom line. The average cost of an
enterprise hour of downtime is $200,000—and climbing. In
a worst-case scenario, a catastrophic data loss event can render
a business incapable of serving customers, irreparably damage its
reputation and even threaten its very existence.
Why is recovering data reliably such a challenge for so many
enterprises? Data is the lifeblood of most organizations—and many
companies are now drowning in it.
As the volume and complexity of enterprise data continues to
grow, so too can the complexity of recovering it. Corporate data
is no longer confined to a limited set of local repositories. It’s
now stored and accessed on multiple devices and endpoints—
desktops, laptops, smartphones and tablets—spanning LANs,
WANs and multiple locations. Breaches are becoming more
common and destructive. Business continuity plans call for
ever-tighter RTOs and RPOs. It’s little surprise that for IT
organizations with limited resources, this seems like a no-win
scenario.

in 2012 there were more than 1611 data loss incidents—up
nearly 48% from the previous year2.
Although these statistics are alarming, it’s probably just the tip of
the iceberg. Not all data loss incidents are disclosed. Not all data
loss incidents include PII. And depending on the type of data loss,
an enterprise may not even be aware it has occurred.
The security challenge is further compounded by two major trends:
Mobility: Employees increasingly access corporate data and
applications on their own laptops, smartphones and tablets,
a trend known as “Bring Your Own Device” or BYOD. This
requires IT organizations to change how they track where data
resides, especially because mobile devices are more easily
lost, stolen or damaged. In addition, mobile workers who
rarely or never come into the office to connect to the company
network must also have their data protected.

Conquer the Complexity of Data Recovery
There are ways to overcome these challenges. This guide
examines four key factors that contribute to the complexity of data
recovery—security, reliability, manageability and affordability—
and how to address each. The guide also highlights important
considerations for optimizing backup and recovery systems for
distributed and remote data, as well as resource allocation and
data lifecycles. Also provided is guidance on how to achieve better
insights about what data resides where in your organization, how
it is being used and, most importantly, how to ensure that data can
be recovered promptly in the event of data loss.

1. Security
According to a global report by KPMG International, there has
been a jump of 40% in the number of publicly disclosed corporate
data loss events during a two-year period through June 2012.
Over the last five years, 60% of all incidents were due to hacking1.
The Open Security Foundation website www.datalossDB.org
tracks information about events involving the loss, theft, or
exposure of personally identifiable information (PII). It reports that

Cloud: As enterprises increasingly adopt Software-as-aService (SaaS) and Platform-as-a-Service (PaaS) models,
more data and applications are residing offsite with thirdparty service providers. These services may or may not
provide sufficient redundancy and security. Although your
organization is not directly in custody of the data and custom
applications, it is still ultimately accountable to ensure
adequate recoverability of the data—even if the Service Level
Agreement (SLA) includes backup and recovery.

Achieve data backup security and compliance
Whether your organization chooses to manage data backup and
recovery in-house or through an external service provider, the
technology it uses should adhere to several best practices:
1.

Encryption: An enterprise requires airtight security in the
network and infrastructure, and that extends to any service
provider. Data should be encrypted from the moment it

1http://www.kpmg.com/Ca/en/IssuesAndInsights/ArticlesPublications/Documents/1363-DataLoss-Barometer-FY13-V2.pdf
2

www.datalossdb.org, May 15, 2013
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traverses your firewall, during transmission and continue to
be encrypted once it is stored in a cloud architecture by a
service provider. Look for technology and service providers
that support the Advanced Encryption Standard (AES)
and the NIST FIPS 140-2 Certification for Backup. These
standards offer the highest level of encryption used by the
U.S. government and military, and will certainly satisfy all
compliance requirements.
2.

Agentless architecture: Backup software agents installed
on host servers and client devices are inherently vulnerable
to failure and attack because they require open ports on
your firewall for all backup sources. Even in a modest-sized
environment, agent management can also get extremely
complex when an administrator is forced to deal with different
operating systems and revision levels. As code must be
maintained, agents can become corrupted or not properly
updated. In contrast, agentless software reaches out over
the network to back up operating systems, file systems and
applications, without opening a port on your firewall and is
therefore more secure from attacks. Also, agentless software
features “silent” upgrades without requiring a reboot.

3.

Redundant recovery architecture: Your organization or its
cloud service provider should operate at least one redundant
data center in a geographic location unlikely to be affected by
a common natural disaster.

4.

Geolocation compliance: Knowing and demonstrating
where your data physically resides may be essential for
compliance purposes in your industry. If you are working with
a service provider, it should demonstrate expertise in the
regulatory requirements for data security and retention that
is relevant to your business and customers. If necessary, it
should be able to specify where your data will reside.

As the importance of data grows in enterprises, maintaining its
security needs to be a paramount concern. This focus must extend
to data backup and recovery technology and service providers, in
order to ensure that a company’s last line of defense—its ability to
recover data—has no security weak points.

2. Reliability
Corrupted backup data. Damaged target media. Improperly
formatted backup medium due to human error. Newer technology
improperly integrated with legacy systems.
There is a litany of possible reasons for failed data recoveries, and
most enterprises experience them at some point.
No data recovery solution is perfect, but there are steps that IT
organizations can take to ensure that if and when disaster of
any size strikes, the correct data can be efficiently restored with
minimal disruption to the business.

Here are several best practices that will improve the reliability of
data recovery:

File validation and healing
Before an enterprise data projection platform stores a backup
file in a private cloud or offsite location, it should first perform
backup file validation, a process that ensures all the data
components have arrived and have been collected in the
correct sequence.

No data recovery solution is
perfect, but there are steps that IT
organizations can take to ensure
that if and when disaster of any
size strikes, the correct data can
be efficiently restored with minimal
disruption to the business.
Vendors commonly use cyclic redundancy check (CRC),
to detect accidental errors in raw data, but in many cases,
this process is insufficient to comprehensively validate data
integrity. Leading enterprise data protection platforms can
check links between data blocks for inconsistencies and
automatically trigger any corrupted data to be re-sent. This
ensures that data is always recoverable in case of a disaster.

Recovery drills
Enterprises or their data recovery service providers should run
regular auditable recovery drills and simulations. These tests
are critical to ensure that recovery processes work and that
RPOs and RTOs can be met in the event of an actual data
loss, as well as to adhere to regulatory compliance standards.
Without a systematic approach to testing the recoverability
of data, enterprises run the risk of delays or outright failure in
restoring it, just at the moment that it matters the most.

Continuous data protection
For certain types of critical data and files, updates need to
be captured any time a change is made. Some data backup
systems provide a type of asynchronous backup that enables
data copies to be created almost in real-time. Although this
option can be resource-intensive, it allows an organization to
automate the protection of critical data beyond scheduling.
Instead, whenever protected data is saved to disk by their
source computers, it is also asynchronously written to a
centralized storage repository, preferably offsite. These
systems can also keep track of previous versions permitting
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data to be restored to any point in time and offering essentially an infinite number of
recovery point objectives. Backup windows are reduced to essentially zero.

Automatic switchover
Finally, some organizations may also require the ability to perform an automatic
switchover of specific backup and recovery systemsto a redundant data
center. Building in this level of redundancy with fully replicated data for certain
machineshelps ensure that the enterprise will always able to backup and recover its
most critical data without disrupting day-to-day business operations.
Data needs to be available for recovery when the time comes, otherwise all of
the time and resources invested in backing it up has been a waste. Taking these
steps with a technology solution or service provider will resolve many of the critical
problems that plague enterprises.

3. Manageability
Your organization has more data than ever—and it is everywhere. Most enterprise
environments have become sprawling networks of servers, applications and clients,
often with multiple data centers and cloud services. How can IT ensure all that data is
appropriately protected and recoverable anywhere in the enterprise, without overwhelming
resources?
A backup and recovery system that is difficult to manage and maintain undermines the
reliability, recoverability and availability of data, exposing an enterprise to risk. In order to
effectively optimize backup and recovery, an organization requires a comprehensive view
of all data in the enterprise IT environment and how it is currently protected. In addition
to performing a thorough recoverability assessment (see “Getting a complete picture”),
organizations should seek solutions that provide a “single pane of glass”approach
to managing data backup and recovery. Administrators ought to be able to monitor
infrastructure, activity, system health, capacity and license usage on a single software
platform, without having to check multiple tools and applications.

Addressing the data glut
There are two key strategies that enterprises can use to more efficiently manage growing
volumes of data:
Deduplication—identifying duplicate data that is queued for backup and rationalizing
what is stored. Some systems compare all data based on its content so it does not matter
if the files are on different servers or have different names. Common data is stored to the
appropriate repository and a pointer/stub is used to point from the data’s original location
to the library location. This should be a continuous process as common data can appear
at any time.

Getting a complete picture
Recoverability assessments are
detailed audits of enterprise data and
its backup and recovery systems.
These assessments, which should be
performed within the context of a larger
disaster recovery plan to account for
all contingencies, will reveal important
information such as:
n The reliability of backup and recovery

systems already in place, including
its ability to meet recovery time and
point objectives (RTOs and RPOs)
n Whether there are some types or

locations of data in the enterprise
that are not adequately protected,
such as on laptops, smartphones or
tablets
n How existing data storage

infrastructure could be optimized to
backup data more cost effectively
based on its value
n Evidence of duplicate data
n Evidence of out-of-date archived

data
External experts in backup and recovery
can play a valuable role in completing a
comprehensive and independent review
of your IT infrastructure and backup
systems while assessing organizational
risk and exposure. This assessment can
be shared with all stakeholders and help
make the business case for moving to
new models, including cloud services.

Compression—in combination with deduplication, data compression further reduces
the amount of data that must be transmitted and stored. The compression ratio that can
be achieved depends on the data type, with higher ratios for databases than for image or
audio files. Compressing data that has already been compressed can actually increase
the file size, and the backup platform should be able to detect this and skip
re-compression.
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Getting your arms around the problem
How your organization accesses and uses data has changed,
so your backup and recovery systems must evolve as well.
Modern enterprises have too much data in too many places to
efficiently maintain backup systems that require a lot of hands-on
management.
Any technology platform and/or service provider should be able
to deliver not only low-touch manageability, but also centralized
operations and capacity management capabilities that offer
a comprehensive, unified view of all your systems, users and
devices. This should include:
n A single view and consolidated repository of backup

data—when data recovery systems operate with a fractured
architecture, it results in greater duplication of effort anddiscrete
silos of backup data, and can increase the potential for blind
spots
n Data recovery on any device—all desktops, laptops, tablets

and smartphones, including those owned by employees and
contractors should be monitored and protected
n Recovery protection of public cloud applications—

as noted above, although SaaS and PaaS providers like
Salesforce.com use an enterprise’s data and custom
applications, and may even offer backup and recovery as part
of their SLAs, your organization is still accountable for the
recoverability of your corporate data
n Coverage across all systems and hardware platforms—

recovery protection should be able to easily extend across all
systems and hardware platforms, and shift from on-premise
private, to public or hybrid clouds as an enterprise’s deployment
architecture evolves

Working with a Cloud Service Provider
IT organizations are under constant pressure to become more
efficient and to do more with less. Even if your company operates
in an especially data-intensive industry, the backup and recovery of
data is not your core business—but it is a mission-critical function
that requires infrastructure and professional resources.
Although some enterprises mandate that data protection remain
in-house for compliance or security reasons, external service
providers can offer critical expertise in designing an optimal
backup and recovery architecture, as well as manage some
aspects of non-critical backup and recovery operations. They also
provide organizations with options for gradually transitioning to
cloud-based data recovery in ways that minimize risks.
There is a range of approaches an enterprise can use to

incorporate a cloud service provider into its data protection
strategy that enables it to strike the right balance between cost
savings and data availability.
Private cloud—this backup architecture is controlled behind an
enterprise firewall either on-premise or in a dedicated, accesscontrolled section of a service provider’s data center. This
architecture provides flexibility, scalability, provisioning, automation
and monitoring with all of the benefits of a cloud architecture
without giving up control .
Managed private cloud—an external service provider actively
monitors and manages the private cloud architecture either
remotely or onsite.
Public cloud—fully outsourcing data backup and recovery
services to an external cloud provider with secure offsite data
storage requires a lot of due diligence in the service provider and
the technology platform it employs. However, it frees up resources
and personnel to focus on strategic projects.
Hybrid cloud—two or more private and public clouds that work
together to enable data and application portability. This allows
an enterprise to maintain control of an internally managed private
cloud while relying on a secure public cloud as needed, using the
software platform’s cloud architecture to bind the two separate
cloud environments together. A hybrid approach provides the
greatest amount of flexibility, leveraging a mix of local backup
and also offsite protection. It also allows enterprises to architect
backup and recovery solutions for specific types of data, such as
those from mobile devices or remote company offices.
It is critical to implement a data recovery platform that will permit
future migration of data. Regardless of which cloud architecture is
the best fit for an enterprise today, companies should avoid getting
locked into a specific service model. Being able to seamlessly
switch between public, private or hybrid cloud backup deployment
models allows enterprises to optimize operating expenses and
capital expenditures, while still preserving the recoverability of
data.

4. Affordability
According to research published in the MIT Sloan Review, the
volume of data in most organizations is expanding by 35%–50%
per year, and on average, each processes more than 60 terabytes
of information annually—about 1,000 times more than a decade
ago3. As the volumes of data within enterprises continue to rise,
IT organizations must carefully manage the costs of protecting it
all. Even with the per-GB cost of storage dropping, it’s often still
too costly to backup the torrent of data from different sources, in
different formats and structures all on the same medium.

3http://sloanreview.mit.edu/article/finding-value-in-the-information-explosion/
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If not properly addressed, the high cost of data protection can
become a risk all its own—forcing CIOs and their IT management
teams to decide between what data they can afford to backup.
This exposes an enterprise to the potential that important
information will not be preserved.

Not all data has the same value
Of course, the term “data” is ridiculously broad and oversimplified.
Depending on the circumstances, data could refer to just a single
file created by the CEO (or for that matter, the summer marketing
intern), but it could also be a data set, a database, an application,
an entire operating system, or a snapshot of all live data within an
organization at any given time.
To some degree, all data is important, but clearly not all data has
the same value to an enterprise. A one-size-fits-all approach to
data protection is not only cost prohibitive, it is unnecessary.
Organizations should strategically align the cost of backup and
recovery with the value of the data in question.

Aligning cost to value in the data lifecycle
The value of data also changes over time. IT organizations often
struggle to make informed, accurate decisions about what data
needs to be kept, for how long, and under what circumstances.
A cost effective data backup and recovery strategy should define
how to safeguard mission-critical data using a different standard
than for lower priority data, such as emails, which still must be
retained for compliance or competitive objectives.
Ultimately, a mix of backup and recovery models might be used,
with some data stored on-premise in a central data center while
a service provider might store other less-sensitive information in
the cloud. Ideally, even this kind of hybrid model could be knitted
together by a common software platform that makes it easier to
manage.

Backup Lifecycle Management
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Managing the Backup Lifecycle
For example, Backup Lifecycle Management (BLM) is a
comprehensive proprietary approach developed by Asigra that
organizes backup data into two categorizes backup data:
Young backup data—information that a business needs to
stay operational, and is critical to run an efficient business
Old backup data—information that is no longer needed for
the day-to-day running of the business
As information moves from being “young” to “old”, it can be shifted
within a tiered recovery system. Young and/or high priority data
can be backed up on a high-performance solution, while older
and/or less critical data is relegated to lower-performance (and
lower-cost) backup systems.
BLM allows organizations to protect data with devices and storage
platforms that are priced commensurately to the value of the data.
BLM decreases operating expenses by protecting information
based on how important it is to the business, assigning lower
priority data to lower-cost storage—low-cost disk, moving the data
to tape, or storing it in the cloud with a service like Amazon S3.
Inhighly regulated industries, such as healthcare, financial
services, government, or certain service professions such as
legal or accounting firms, BLM can help organizations more cost

effectively meet compliance standards as they retain backup data
for extended periods of time.
Engaging a service provider can further optimize the cost structure
of data recovery, by reducing requirements for hiring and training,
hardware purchase and maintenance and managing software
upgrades.

Recovery is everything
At some point, all organizations are inevitably faced with data
loss. Although these events are rarely catastrophic, the growing
importance of data to modern enterprises requires a strategic
approach that properly aligns the cost of backup and recovery
with the value of data and the ability to restore data with minimal
disruption to the business.
But make no mistake, it is all about recovery. Data backup is
meaningless if a business cannot efficiently recover the data and
continue normal operations.
Despite the growing complexity of managing data in enterprise
environments, companies that employ best practices and bestin-class technology and service providers are able to achieve
consistently reliable and cost-effective data recovery without
complex administration processes.

The Data Vault is a professional off-site commercial records storage and management company that has served the
Louisville, Kentucky, area since 1984. For more information about TDV Cloud, please visit TDVCloud.com. To speak
to a cloud backup and recovery specialist, call us at 502.244.1152.
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